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Al and Memory Wall
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https://github.com/amirgholami/ai_and_memory_wall
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Figure 2. Normalization methods. Each subplot shows a feature map tensor, with IV as the batch axis, C' as the channel axis, and (H, W)

as the spatial axes. The pixels in blue are normalized by the same mean and variance, computed by aggregating the values of these pixels.
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Cellular Logic-in-Memory Arrays
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AUPMEM PIM-DIMM Y 4 &
AMPIM-DIMM ., # ¢ u aPyy
AA"O€d,D "Hserial parallel v Xi 4 &

A . / wo
ATasklet (M )o €DPUH T 9 24M €1 P v stack

ADPUo 64MB Main RAMe DPUB G <20 Y A'0€
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UPMEM PIM-DIMM

A A=

Table 4. Evaluated CPU, GPU, and UPMEM-based PIM System:s.

Process Processor Cores Memory
System - - TDP
Node Total Cores Frequency Peak Performance | Capacity Total Bandwidth
Intel Xeon E3-1225 v6 CPU [106] | 14 nm 4 (8 threads) 3.3 GHz 26.4 GFLOPS* 32 GB 37.5 GB/s 73 W
NVIDIA Titan V GPU [192] 14 nm | 80 (5,120 SIMD lanes) 1.2 GHz 12,288.0 GFLOPS 12 GB 652.8 GB/s 250 W
2,556-DPU PIM System 2x nm 2,556° 350 MHz 894.6 GOPS 159.75 GB 1.7 TB/s 383 W
640-DPU PIM System 2x nm 640 267 MHz 170.9 GOPS 40 GB 333.75 GB/s 96 W'
*Estimated GFLOPS = 3.3 GHz X 4 cores X 2 instructions per cycle.
F Rt _ Total DPU ;
Estimated TDP = W x 1.2 W [chip [52].
OCPU GPU 640 DPUs 12556 DPUs | o cPU 1GPU 640 DPUs
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System in Package (SiP)
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DRAM die
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DRAM die
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DRAM die ASIC1  ASIC2
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eoee
[DA | L 1O ]
8 esesee 20 eeesee

A HBM2 " ®o

—— i — ————

A 4 pseudo channels ( pCH) per Die
A 4 bank group per pCH

- HBM DRAM die !

_Bank 1 E . A 4 banks per bankgroup
Group Group 5
A 256 -bit data block over 4 64  -bit bursts

0 1

Middle Control Logic (Top)
TSVs

Middle Control Logic (Bottom) Wordiine over one pC H

Row Decoder
Bank Local I/O

Bank Bank
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0ys * NkXy =10



S ams u nRINBM éégw{*g

PEKING UNIVERSITY

A N Xai PIMUuA HBM+4 &g 41 v” v DRAM banku

An Bankv I/O boundary & 41 PIMc bl
ABank row’/ A 7 A& biebank uhPIMc Bie £ €PIMc B1J] D3 16 x 16bit » SIMD ¢ b
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A ~ DRAM 4 3

Reserved Reserved AB-PIM Reserved
A £ 8 ke channel A Y ke Bank Spg?;fm ACT/PRE row Ox27ff Spg?&for PIM_OP_MODE=1 Spg‘;afor
of bank 0,1,8,9
A A” Bank Mode ~ AB exit sequence AB-PIM exit
Normal - Normal = R Normal
- Memory ;CbEEEOE 1’°W Ox2fif Memory { PIM_OP_MODE=0 VI _

A K€DRAM | THH mW QU v kBank | & Space Space q
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TABLE VI: Microbenchmark.

HBM
Name GEMYV Dim. Name | ADD Dim.
GEMV1 1k x 4k ADD1 M
GEMV2 | 2k X 4k ADD2 | 4M PIM-HEM
CHEo =k X e GEDS sl 0% 20% 40% 60% 80% 100% 120%
GEMV4 8k x 8k ADD4 16M
@ Cell m Decoder/LocalBus @mDRAM die GlobalBus mBuffer die + External
7 5.3

O = N
cu=muNUIWO A

o

o008 000 OO0 O-0-0
B BB BB B|BBB
12 4 124|124

ﬂIIHI]ﬂ

GEMV ADD DS2 | RNN-T GNMT AlexNet | ResNet
B Performance Gain === Avg. LLC Miss Rate (%)

120%
100%
80%
60%
L L o 40%
h 1l h N 2
0%
B
4

N @
N @
Average LLC Miss Rate

Relative Performance
(Baseline:Normal HBM)

w
N

Hardware Architecture and Software Stack for PIM Based on Commercial DRAM Technology , ISCA 2021 <43>
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Addressing 128-bytes

row (3b) | column (2b) | bank (1b) |channel (1b)| offset (5b)

(a) Sample address map

Channel 0 Channel 1

al a5 a9 al3 a3 a7 a1l ald

b1 b5 b9 bi3 @ b3 b7 bil bi5

a0l a4 a8 al2 a2 a6 al0 al4

(b) Data placement of vector a and b (allocated to 128-bytes aligned address)

A Ointerleaving

A0 duplicate
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