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Layers
FC | Conv |Vector | Pool |Total

Nonlinear TPU Ops / |TPU Batch| % of Deployed
function Weight Byte | Size  |TPUs in July 2016

Name Weights

MLPO 5 5 ReLU 20M 200 200

61%

MLP1 4 4 ReLU SM 168 168

LSTMO [ 24 34 58 | sigmoid, tanh | 52M 64 64

29%

LSTMI1 [ 37 19 56 | sigmoid, tanh | 34M 96 96

CNNO 16 16 RelLU &M 2888 8

5%

CNNI1 4 72 13 | 89 ReLU 100M 1750 32
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Abstract

Many architects believe that major improvements in cost-energy-performance must now come from domain-specific
hardware. This paper evaluates a custom ASIC—called a Tensor Processing Unit (TPU)— deployed in datacenters
since 2015 that accelerates the inference phase of neural networks (NN). The heart of the TPU is a 65,536 8-bit MAC
matrix multiply unit that offers a peak throughput of 92 TeraOps/second (TOPS) and a large (28 MiB)
software-managed on-chip memory. The TPU’s deterministic execution model is a better match to the 99th-percentile
response-time requirement of our NN applications than are the time-varying optimizations of CPUs and GPUs
(caches, out-of-order execution, multithreading, multipr ing, prefetching, ...) that help average throughput more
than guaranteed latency. The lack of such features helps explain why, despite having myriad MACs and a big
memory, the TPU is relatively small and low power. We compare the TPU to a server-class Intel Haswell CPU and an
Nvidia K80 GPU, which are contemporaries deployed in the same datacenters. Our workload, written in the high-level
TensorFlow framework, uses production NN applications (MLPs, CNNs, and LSTMs) that represent 95% of our
datacenters’ NN inference demand. Despite low utilization for some applications, the TPU is on average about 15X -
30X faster than its contemporary GPU or CPU, with TOPS/Watt about 30X - 80X higher. Moreover, using the GPU’s
GDDRS memory in the TPU would triple achieved TOPS and raise TOPS/Watt to nearly 70X the GPU and 200X the
CPU.

Index terms—DNN, MLP, CNN, RNN, LSTM, neural network, domain-specific architecture, accelerator

1. Introduction to Neural Networks
The synergy between the large data sets in the cloud and the numerous computers that power it has enabled a renaissance in
machine learning. In particular, deep neural networks (DNNs) have led to breakthroughs such as reducing word error rates in
speech recognition by 30% over traditional approaches, which was the biggest gain in 20 years [Deal6]; cutting the error rate
in an image recognition competition since 2011 from 26% to 3.5% [Kril2] [Szel5] [Hel6]; and beating a human champion at
Go [Sil16]. Unlike some hardware targets, DNNs are applicable to a wide range of problems, so we can reuse a DNN-specific
ASIC for solutions in speech, vision, language, translation, search ranking, and many more.

Neural networks (NN) target brain-like functionality and are based on a simple artificial neuron: a nonlinear function
(such as max (0, wvalue)) of a weighted sum of the inputs. These artificial neurons are collected into layers, with the
outputs of one layer becoming the inputs of the next one in the sequence. The “deep” part of DNN comes from going beyond
a few layers, as the large data sets in the cloud allowed more accurate models to be built by using extra and larger layers to
capture higher levels of patterns or concepts, and GPUs provided enough computing to develop them.

The two phases of NN are called #raining (or learning) and inference (or prediction), and they refer to development
versus production. The developer chooses the number of layers and the type of NN, and training determines the weights.
Virtually all training today is in floating point, which is one reason GPUs have been so popular. A step called guantization
transforms floating-point numbers into narrow integers—often just 8 bits—which are usually good enough for inference.
Eight-bit integer multiplies can be 6X less energy and 6X less area than [EEE 754 16-bit floating-point multiplies, and the
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Layers Nonlinear . TPU Ops /
° Goog Ie TPU v1 Eg'l'iﬁgﬁ*ﬁ Name FC | Conv V}cjctor Pool |Total| function Weights Weight zyte
MLPO 5 5 ReLU 20M 200
sl s MLP1 4 4 RelLU SM 168
i %-I-i‘j.M LP~ LSTM P Eﬂ*ﬂimuuﬁmﬁigméﬁ LSTMO | 24 34 58 | sigmoid, tanh | 52M 64
LSTM1 | 37 19 56 | sigmoid, tanh | 34M 96
* — A Y
- ERENSEERNZAFEEREER et T3 7o T T oo | retv oo [ i
Application MLPO MLP1 | LSTMO  LSTM1 | CNNO CNNI | Mean | Row
Array active cycles 127% 10.6% 82% 10.5%| 782% 462%| 28% 1
Useful MACs in 64K matrix (% peak) 12.5% 9.4% 8.2% 63%| 782% 225%| 23% 2
Unused MACs 0.3% 1.2% 0.0% 42%| 00% 237% 5% 3
Weight stall cycles 539% 442% 58.1% 62.1%| 00% 28.1%| 43% 4
Weight shift cycles 159% 134% 158% 171%| 00% 70%| 12%| 5
Non-matrix cycles 17.5% 319% 17.9% 103%| 21.8% 18.7%| 20% ©6
RAW stalls 33% 8.4% 14.6% 10.6%| 35% 228%| 11% 17
Input data stalls 6.1% 8.8% 51% 24%| 34% 0.6% 4% 8
TeraOps/sec (92 Peak) 12.3 9.7 3.7 2.8 86.0 141 214 9

Table 3. Factors limiting TPU performance of the NN workload based on hardware performance counters. Rows 1,4, S, and 6 total
100% and are based on measurements of activity of the matrix unit. Rows 2 and 3 further break down the fraction of 64K weights
in the matrix unit that hold useful weights on active cycles. Our counters cannot exactly explain the time when the matrix unit is
idle in row 6; rows 7 and 8 show counters for two possible reasons, including RAW pipeline hazards and PCle input stalls. Row 9
(TOPS) is based on measurements of production code while the other rows are based on performance-counter measurements, so
they are not perfectly consistent. Host server overhead is excluded here. CNNI1 results are explained in the text.
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