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↕ổ҅

Å ӏѝ ֘

Å 3⁸ӏѝᾩ σ4ῐ13ᴹï4ῐ27ᴹ

Å 6₭ӐўᴵҨӔּזỞ 6ѦLate day

Å Late Day ṓᵅι⅛῝Ґ1ᶾἙ 20%Ẹ₭Ӑў֫ᾭ

Å 2⁸labᾩ σ4ῐ15ᾤï6ῐ15ᾤ

Å 2ѥᶡ︠Үזα50%+50%β+ 1ѥBonusα50%β
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ᾎὊ ẉ

ÅGdwdɅohyhoparallelism (DLP)

ÅᴵҨᵃῊ ệ Ὴ ᵙᴧṃḴẙᵈό
ÅᴵҨιӇ ӔּזјḅILP῞ ￼Ẋ ₩ᶚ

ÅᾭὯ Ẋ εDLPζ
ÅḾᶺᾭὯӺ ᶶ ᴅѦᾛӐ
ÅјḅILP῞ χẊ Ὕҧῗᵃ‾￼ᾛӐ
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ᾎὊẉ

ÅGdwdɅohyhoparallelism (DLP)
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ᾎὊẉ

ÅExploiting DLP With Vectors
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ᾎὊẉ

ÅExploiting DLP With Vectors
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ᾎὊẉ

ÅMIPS -V Instructions
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ᾎὊẉ

ÅMIPS -V Instructions
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ẉ - Thread

ÅInstruction Issue

Scalar Pipeline
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ᶹ Ẻẩ

ÅFine Grained Multithreading (FGMT)

Many threads Ÿ manyregister files

Å⅛ѦThreadε ζѦ ᴵҨᴅ꜠Ἒ

Ѧ үח

Å ᵍ҈ץ Ẹѧι ῗ ￼ ᵀ

ÅẸ ẑ Ὴι Ṉῶ Ѧ Һᵏטι

Ѧ ѧỀỀץᵍ҃ᶺѦ
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ᶹ Ẻẩ

ÅSimultaneous Multithreading (SMT)
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ᶹ Ẻẩ

ÅSimultaneous Multithreading (SMT)
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ᶹ Ẻẩ

ÅSimultaneous Multithreading (SMT) Pipeline

SMT Changes
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ᶹ Ẻẩ

ÅSimultaneous Multithreading (SMT) vs Chip Multiprocessor (CMP)

Åḅ‛ӑỳᶺ ӑҺ‗ấé..
Å ᶺᶴתᵸ ⱭεCMPζχᶺѦ֫ ╙↨ ό
Å Ѧᶺ ᶴתᵸεSMTζχᴅѦ῭ᶽ╙↨ ό
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ᶹ–῾ῶַײ Ẻẩ

ÅBus-based Multi -core ᵘ Network -on -chipσChip Multiprocessor (CMP)

Å Ԋҕ : e.g., bus

Å Ӊả
Å ӉṾḴχῂ│Ἓṝֹ 16 Ѧ
ᶴתᵸ

Å ԊҕṞớ ҃ק ḕ ớᴃ
εᵅ Һώֹζ

Å ♇Ḿ♇ : e.g., mesh or ring

Å ῭ ￼ả χᴵ ᶺѦɒhopsɓἑ
ӡ

Å ῭ ￼ṾḴχᴵἛṝ ᾭ׳Ѧᶴתᵸ
Å ḕ ớᴃ Ễᶶ 
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ᶹ–῾ῶַײ Ẻẩ

ÅNetwork -on -chipσChip Multiprocessor (CMP)

Mesh Topology

2-D torus topology Octagon topology

Irregular or ad hoc network

topologies
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ᶹ–῾ῶַײ Ẻẩ

ÅNetwork -on -chipσChip Multiprocessor (CMP)

Switching strategies

Å ᵥ Ҭ routers

Å ӈ ᴰ ֜
Åphit ҩ ῤ ᴰ ᵝ

Åtypically, phit size = flit size
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ᶹ–῾ῶַײ Ẻẩ

ÅNetwork -on -chipσChip Multiprocessor (CMP)
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ᶹ–῾ῶַײ Ẻẩ

ÅNetwork -on -chipσChip Multiprocessor (CMP)

ÅStatic and dynamic routing

Åstatic routing : ԍ ӊ ᴰ

Å ╠

Åstatic routing ᴨ :

Å ԍ ̆ ҹ₃ӍҌ

Å ᶏ ̆↕ ᴰ

Ådynamic routing : ╠ Ạ₮ ‗

Å

Å ӊ ᴪ

Å traffic ’

Å ꜚ

Å № Ҭ traffic
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ᶹ–῾ῶַײ Ẻẩ

ÅStatic Routing Tables

Glmnvwudɏv dojrulwkp
Â Ἅῶ ♇ ￼ ὂἓ

ἄ 

Ɋ ɒ ꜛỗẍᾘɓ
ḫא

ɊἍῶ ♇ ῶ ᵃ￼ӡ
Ụ

Â ҡ Ѧ ♇εɒ◊ɓζ
ֹἍῶԎҤ ♇￼ῳӉἄ 
Ể

Ɋ ֧Ḿ҈ ♇￼ יּ

Â Ҧχ k ₭ ҦιᴵҨ
ֹ ‰￼ῳṇἄ 

Ể

A

ED

CB

F

2

2

1
3

1

1

2

5
3

5
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ᶹ–῾ῶַײ Ẻẩ

ÅDynamic Routing
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ᶹ–῾ῶַײ Ẻẩ

Å ἨӠ ⱶ

ҩ ῀ ҩ
VC ‖ Ḡ

⌠ flits

⌠ flit ῀ VC

‖ Ҭ

№ ѿ ᴰ₮ VC̆
Ḃץ flit ץ ᴰ

Arbitrates between 

competing input VC & 

allocates output VC

ⱳ ῀ ̂№
VC̃ҍ ₮

῀ VC Flits 

ᴰ ⌠ ₮ VC
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ᶹ–῾ῶַײ Ẻẩ

Å ⱶₒ Deadlock Åₒ ᾴἷᶹѥᾎὊפỡҮזᶇ Ѧ҄᷆ ╟ḿ ײַ

ⱶ ѯ₰ײַ ᶨεҡ Ṁ ᾭὯἆ╦Ụүחᶈ≡ῶᶹּף

ẇἣ￼ừ֙ї⇔ ῂ│ ᴧֹ ￼ᶊ

Å P1 P2 P3ᵙP4ᵺѦᾭὯץӘ₭ᴉּ҃ז ‍ Ể ◊ι

Ẋ ∂ ᶹ￼ ◊ιӇ ∂￼ ◊ᴡ ᾭὯץᴉὯ

ÅҨP1ᵙP2ᾭὯץѭӕιP1 ᾭὯץҡ ᵸAᴧỀBẊῳיּ

ῼῺ ֹ ᵸCיּ

Å P2 ᾭὯץҡ ᵸBᴧỀCẊῳיּ ῼῺ ֹ ᵸDיּ

Å P1 P2ָ֫ᴉּזAB BC ιP1 ∂￼BC ׁ

≡ῶệֹ ᾣιᴜᵻᶇ҇P2 CDײַ₱ ⅍ῑỆָ

ᾄεḿ P1 P2ᾎὊפᾢ← ᵄ ᴦ ᵻệ♩ַײᾎ

Ὂ ềҧᴢּײַ҉ג ╟ᴈⱴḿ ᵹѥᾎὊפҒⱳₒ
ӫ ⱶ ְ ₱Ԅ ề
╟ Ửᴴᴦ ᾎὊפ
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ᶹ–῾ῶַײ Ẻẩ

Å ֗ ⱶₒ Deadlock ←ᾛײַ

ӫ ⱶ ְ ₱Ԅ ề
╟ Ửᴴᴦ ᾎὊפ

1.ὝӖΉᶹ ╟σ Ά│ḾẔ ֘™ ‍ҭѧ￼ҊᾶιѮ

ѣזּ זχᶭצּ Ὁ ᵙ╦ ׁ ᶈ יּ ᴭ

ᶭז ᶹ ḕι ԁᴅ ◊ᴉּזṀ ￼™ ιӇῗẊј

ᶭז ᶹ￼ⱶתҽ ψᵅ љׁ ᴦι ᶭזⱶתҽ

ιҡ ᶈ ᴧ ѧώӗ῭ᶺ ◊

2. ԀᾎὊ♩ σ Ά│ḾẔ ֘™ ‍ҭѧ￼ᾭὯע ιѮ

ᵀת￼ יּ │ι‎ ԁע ￼ᴧּו

3.ᴧ┌Үזḽ Ԅײַ╟ ᴈⱴσ Ά│ḾẔ ֘™ ‍ҭѧ

￼ ◊ᴉּזιᴏᴨ╦ ᶩᾭὯץḾ ￼ᴉּז ∂

Ѧ ḧ￼ ểῊ ιḅ‛ᾭὯץᶈ יּ ḕѧ ῼ῾ ᴧι

ֱ ™א֧ ιᴨ╦Ԏᴉּז ∂ιẊַּז ᶹ￼™

ḕ ‎ ḕιӔệ יּ ◊ Ὰệֹ ᾣ
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ᶹ–῾ῶַײ Ẻẩ

ÅWorkload Mapping

Å ᾰṂ σ

Å Ṅү֫ח ◊

Å Ṅүחᶊᶍ Ὥѭ ◊/үחᶊᶍ

Å ấ ᵙԋ channels

Å ỗ֫ љטỗ֫

Å ҬσNoC OS

Å OS RTOS run-time ẙᵸ

Å ᴨ֘҈ ҭᵙ

Å Ẕּז ẑ
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ᶹ–῾ῶַײ Ẻẩ

ÅNoC ↕ổַײ

ÅỴṜ
Å ᶺᶽ￼NoCόẔּז ∂ῗҜѱό

ÅשᶞḦѱ
Å Ҝѱ‾￼תᶟόתᶟѳ ῶҜѱ‾￼ὶᴭό
Åᴿתᶟ￼ḳ ∂ῶᵤҎό

Å ╟
Å ◊ԓ Ҝѱόԓ ᶚᵙԓ ӡό

Åẓⱴ ẐᾰṂ∫
Åọ ᾟὙҜѱ‾￼ ₩ᶚᵙṪԏό
ÅḅӍ ᵙ╜ ῳ ғᵝό
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ᶹ–῾ῶַײ Ẻẩ

ÅWorkload Mapping Ɇֶ ⱴAI⁴ᶙ ᾰṂᵘ○ѕ ҷצ

Å ṃNoCᾰṂ Ἑ Ѭᶵῢ ḑᶇצ

ᶵῢ ּׁשѕַײі 

Å ֶⱴRL ᶼ⁴ᶙ ṩԎ ҷצ

Å ◕ַ ⱴ҇ NoCᾰṂײַ

NoC￼TrafficḫῊꜛỗ♬ᶃ
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ҷצα β

Åợ₆ָ׀אε Ҟ ҂ᴾ צҬҷ︡ײַ ẘַײᾛ←

ÅSpent a lot of time learning about dynamic 

optimizations

ÅFinding ways to improve ILP in hardware

ÅOut -of-order execution

ÅBranch prediction

ÅBut what can be done statically (at compile time)?

ÅAs hardware architects it behooves us to understand 

this.

ÅPartly so we are aware what things software is likely to 

be better at.

ÅBut partly so we can find ways to find 

kdugzduh2vriwzduh ɒv|qhuj|ɓ 

ÅImprove locality of data

ÅRemove instructions that 
duhqɏw qhhghg

ÅReduce number of branches 
executed

ÅMany others

ҷצα β
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ҷצα β

ÅὝ׳Ṕ

o Examples:

o Loop interchange ɋ

flip inner and outer 

loops

o Loop fission ɋsplit 

into multiple loops 

for i from 0 to 10 

for j from 0 to 20 

a[ j,i ] = i + j

for j from 0 to 20 

for i from 0 to 10 

a[ j,i ] = i + j

ÅImprove locality of data

ÅRemove instructions that 
duhqɏw qhhghg

ÅReduce number of branches 
executed

ÅMany others

ҷצα β
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ҷצα β

Åҷצї ἷҦײַ

ÅImprove locality of data

ÅRemove instructions that 
duhqɋw qhhghg

ÅReduce number of branches 
executed

ÅMany others

ҷצα β
ÅRegister optimization

ÅRegisters are fast, and 
grlqj ɒvsloov dqg iloovɓ lv 
slow.  

ÅSo keep the data likely to 
be used next in registers.

ÅLoop invariant code 

motion

ÅMove recomputed 

statements outside of 

the loop.

for ( int i =0; i <n; i ++) {

x = y+z ; 

a[ i ] = 6* i+x *x; 

}

x = y+z ; 

for ( int i =0; i <n; i ++) {

a[ i ] = 6* i+x *x; 

} 

ÅCommon sub -expression 

elimination

Å (a + b) - (a + b)/4

Å Just compute a+b once.

ÅConstant folding

ÅReplace (3+5) with 8.
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ҷצα β

Å֞ṇBranch ⁸ᾎ

ÅImprove locality of data

ÅRemove instructions that 
duhqɏw qhhghg

ÅReduce number of 
branches executed

ÅMany others

ҷצα β
ÅUsing predicates or CMOVs instead of short branches

ÅLoop unrolling

for( i =0;i<10000;i++)

{

A[ i ]=B[ i ]+C[ i ];

}

for( i =0;i<10000; i=i+2 )

{

A[ i ]=B[ i ]+C[ i ];

A[i+1]=B[i+1]+C[i+1];

}
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ҷצα β

Åԍңҷצᾛ←

ÅImprove locality of data

ÅRemove instructions that 
duhqɏw qhhghg

ÅReduce number of branches 
executed

ÅMany others

ҷצα βÅɎKrlvwɏ ordgv

ÅThat is move the loads up so if there is a miss we can hide 

that latency.

ÅVery similar goal to our OoO processor.

xxxxx

xxxxx

LD R1=MEM[x]

R2=R1+R3

LD R1=MEM[x]

xxxxx

xxxxx

R2=R1+R3
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ҷצα β

Åԍңҷצᾛ←

ÅImprove locality of data

ÅRemove instructions that 
duhqɏw qhhghg

ÅReduce number of branches 
executed

ÅMany others

ҷצα β
Static dependency checking

ÅA superscalar processor has to do certain 

dependency checking at issue (or dispatch)

ÅIs a given set of instructions dependent on each other?

ÅIf ALU resources are shared are there enough resources?

ÅMany of these issues can be resolved at compile time.

ÅZkdw fdqɏw eh uhvroyhgB

ÅOnce resolved, how do you tell the CPU?
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GPU: Overview

ÅApplication
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GPU: Overview

ÅHighly Parallel Coprocessor

Å GPU⸗♇

Å ῶԎњῶ￼DRAMԓḕ

Å ᶺѦ ᴅ ⁄Ọ

Å Ẃṇ￼Cache

Å Ẋ ᶺѦ

Å GPU Threads

Å GPU Threads֫ײ ε֡Ѷј creation/context switch)

Å ѭ҃ ֹfull efficiencyιGPU Ṉ֡׳Ѧthreads
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GPU: Overview

ÅWhat is GPU Good at

Å GPU is good at data-parallel processing

Å ḾᶺѦdata elementẊ ᵃ￼ ᾛӐððlow control flow 

overhead

Å High SP floating point arithmetic intensity

Å Many calculations per memory access

Å ῭ᶺ Ḿ╢♇ᾭ￼ ᾯẻ

Å ῭ ￼╢♇ᾭ intensityᵙ῭ᶺ￼data elementỴᵖ memory access

Ảײַ ᵘ ᴴҧỔꜝї₦גẢᾩּײַ εј ᶽ￼cacheζ
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GPU: Overview

ÅGeneral Purpose GPU
Å In 2006, Nvidia introduced GeForce 8800 GPU 

supporting a new programming language: 

CUDA

Å ɒFrpsxwh Xqlilhg Ghylfh Dufklwhfwxuhɓ 

Å Subsequently, broader industry pushing for 

OpenCL, a vendor -neutral version of same 

ideas.

Å Idea: Take advantage of GPU computational 

performance and memory bandwidth to 

accelerate some kernels for general -purpose 

computing

Å Attached processor model: Host CPU issues 

data -parallel kernels to GPGPU for execution 
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GPU: Overview

ÅExample GGPGPU System & Example GPU
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GPU: Architecture

ÅExample σNVIDIA Fermi Architecture

Streaming Processor (SM)
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GPU: Architecture

ÅExample σNVIDIA Fermi Architecture

Streaming Processor (SM)

Å ⅛ѦSMԓ ῶ32ѦStreaming Processor (SP)

Å ᴅѦ Ɑ ἄᶺ 512ѦSP

Å ṤӪ 200GOPS~ד
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GPU: Architecture

ÅWarp

ῳṇthread scheduling unit εḾ҈NVIDIA GPUѭ32 threadsζ
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GPU: Architecture

ÅMemory Hierarchy

Å Shared memory/L1 cache: ~50 cycles

Å L2 cache: ~150 cycles

Å Global memory (GDDR5): ~500 cycles 
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GPU: H100 Overview

ÅOverview

Å ớ ṾḴ Ḿׁ Ҧώ״

Å ᶭזFP32 Core FP64 Core Tensor Core SM  Core

Å HBM3זּ HBM2eᶭז ḕṾḴ
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GPU: H100 Improvements

ÅTransformer Engine

Å ᾟὙ█ᵀ ẙ

Å ⁞Ὧ ҭ ֫ṵטỗ ᾯscaling factor

Å ҭ ⅛Ṗ￼output range

Å ї Ṗ￼range

Å ệֹ ẙ￼ ‛

Å scaleᵻї Ṗ￼range
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ẓⱴðð┼ẘḘѼј┼ẘ אָ

Å ᴝ10ẈεỆ҇כ ἷᾎײַג Ὕ׳εҧ┼ẘḘѼѬҥ ῀ҙṩײַ Ồ ᴦṜ

ÅҠԄ ὓ αMLPβָᴑ αCNNβ ệ♩ αRNNβԛָ↕ổג

αTransformer βᵘᶼ⁴ᶙ

Åҙṩ῀ ṯ ởѬ ᴀḿӋᵘ︡ҬӋח ῶᴦṜַײ גח

AI ←ᴟᾎ ј ג ₱ᶬ

ᾩ ⁴ᶙ
⁴ᶙᴟᾎ

(GB)

⁴ᶙ ג ₱
(TFLOPs-day)

2012 AlexNet 10-2 10-3

2015 ResNets 10-1 10-1

2017 Transformer 1 101

2020 GPT-3 102 106

2023 ChatGPT 103 107 0

1,000

2,000

3,000

2017 2019 2021 2023 2025

Ὴ
Ⱶ

Ѓ
E

O
P

sЄ

꜠

ָ

ň

·

ג ₱ ҬӋ︡ח ῶᴦṜ
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ẓⱴðð┼ẘḘѼј┼ẘ אָ

Åԏᶙ ḑᵘἣỮ ῶ

Å ḑσᴑ Ԅ ὓ ↕ổגῡֹ Ặ ᾎ֨צ ֨ᾎ εѭ ὺӏḽ ѬẮ ᵆ



ộỳ ץԒḳẊיּ

῀-ҕᶼḘק ︡ҬӋ ῶ

2024Ẉ ḖḘῙ

ѭ σ ḝ
< 51 >

ẓⱴðð┼ẘḘѼј┼ẘ אָ

Åԏᶙ ḑᵘἣỮ ῶ

Å ḑσᴑ Ԅ ὓ ↕ổגῡֹ Ặ ᾎ֨צ ֨ᾎ εѭ ὺӏḽ ѬẮ ᵆ

ÅἣỮσ ῶ ₠ṭ ῶ ᶹ֪ᾀ ῶ ῡ ῶ
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ẓⱴðð┼ẘḘѼј┼ẘ אָ

Å Ề ѭ ḑᵘ ἣỮ

Å ḑσᴑ Ԅ ὓ ↕ổגῡֹ Ặ ᾎ֨צ ֨ᾎ

ÅἣỮσ ῶ ₠ṭ ῶ ᶹ֪ᾀ ῶ ῡ ῶ

⅍Ԋ εAI ○ ᾴᶇו ḑε ḑ ᴴҧ Ѭּש ѹ←

ɇɇ ẁ ש
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AIו ᵷ῾ῶᶡ︠

ÅјCPUѦַײểᶹ ε┼ẘ₦גּ ịṭַῑᵣҍψ–ײַ

Åᾴᵊ ῑԍңψḽ҇︡ҬַײẼᵟᴠᾴқѰ‒ḑַײ ψ

CPUẁ

ὺӏḽ ᾭὯ ᶺ‾ Ắ ᵆ Ѭѭ

ὔֹ∫ ίֺ╙ᶶ ♄╗ ᶀḦᾎὊ∫Ѭѭ

ᾎὊ∫ ᶶ ј ֱ Ԏῑ ѬᶀḦẺẩ
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AIו ᵷ῾ῶᶡ︠

ÅѬқѰҼ CPU ┼ẘ ᾴї ᾇַײψCPUַײᵆ ἷҦ ψ

Å ấᴦљⱴAIו ᵷεὝ׳ ײַ ᾇ♆

Fetch Decode Execute Write BackMemory
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AIו ᵷ῾ῶᶡ︠

Åᶇ┼ẘ ײַ ₱ ꜛіεḘῠꜛᵘѝח ᶇљⱴAIו ᵷ ᶞấṜ҂Ẍ↑ַכֿײ

DianNao Google TPU Eyeriss


