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Intel® Core™ i7-3960X Processor Die Detail

i “‘3 = Qur.,uf, Unc0re =3
. - & I/O . .
' > = 30% of the die area is cache

‘ﬁkLi Shared

- *"L3 Cache

BEBH F#EHE <4>
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- BtxIt=cache
Caches exploit locality
Shared I.3 Cache ;12“:[,::‘;1’,;
. : (Oneb ank: per cor e) 16-way set associative
3 (s cache miss model T — 1 odey
( ] i "“e'“““l““ ) 64 byte cache line size
hd CO Id L2: (private per core)
256 KB
L2 Cache L2 Cache L2 Cache L2 Cache 4-way set assodiative, write back

64B / dock, 12 cycle latency

* (apacity

L1: (private per core)
L1 Data Cache L1 Data Cache L1 Data Cache L1 Data Cache 32KB

b CO nﬂ | Ct I I ] [ 8-way set associative, write back

2x32B load + 1 x 32B store per cdlock
4 cyde latency

Core Core Core Core
Support for:

72 outstanding loads
56 outstanding stores

Source: Intel 64 and IA-32 Architectures Optimization Reference Manual (June 2016)

,%ZFE\E EE %@#@ <5>
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- ZtZHE=cache

Modern processors replicate contents of memory in local caches

Problem: processors can observe different values for the same memory location

Processor Processor Processor Processor
Cache Cache Cache Cache
( Interconnect J
Memory

int foo; (stored at address X)

The chart at right shows the value of variable foo (stored at
address X) in main memory and in each processor’s cache

Assume the initial value stored at address Xis 0

Assume write-back cache behavior

BIEEH FREHE

Action P1% P2$ P3$ Pa% mem[X]

2]
P1 load X miss e
P2 load X e miss o
P1 store X 1 e 2]
P3 load X 1 %] miss 0
P3 store X 1 0 2 <]
P2 load X 1 [e]hit 2 )
P1 load Y e 2 1

(assume this load causes eviction of X)

NT
CELID
S A
~ e
”T
T50%

ez XY
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 The logic we are about to describe is performed by each
processor’ s cache controller in response to:
* - Loads and stores by the local processor
« - Messages from other caches on the bus
 If all cache controllers operate according to this described
protocol, then coherence will be maintained

« -The caches “cooperate” to ensure coherence is maintained

BIEEH REHE <7>
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« Invalidation-based write-back protocol

CUNITIN »
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* Key ideas:
« Aline inthe "modified” state can be modified without notifying the
other caches
* Processor can only write to lines in the modified state
* Need a way to tell other caches that processor wants exclusive
access to the line
« We accomplish this by sending all the other caches messages
« When cache controller sees a request for modified access to a line
it contains
It must invalidate the line in its cache

BIEEH REHE <8>
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« MSI write-back invalidation protocol

Key tasks of protocol
« Ensuring processor obtains exclusive access for a write
« Locating most recent copy of cache line’ s data on cache miss

Three cache line states
« Invalid (I): same as meaning of invalid in uniprocessor cache
« Shared (S): line valid in one or more caches, memory is up to date
« Modified (M): line valid in exactly one cache (a.k.a. “dirty” or “exclusive”
state)
Two processor operations (triggered by local CPU)
 PrRd(read)
*  PrWr(write)
Three coherence-related bus transactions (from remote caches)
« BusRd: obtain copy of line with no intent to modify

« BusRdX: obtain copy of line with intent to modify
« BusWB: write dirty line out to memory

,EL',H*QEE %@#@ <9>
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« Cache Coherence Protocol: MSI State Diagram

A/ B:if action A is observed by cache controller, action B is taken

7N\ o
PrRd /--{ | PrWr/-- Processor initiated
N - - - - Bus initiated
AM | Abbreviation | Action |
/ f/ J PrRd Processor
[ { ",
PrWr;’BuéfRdX \ /BusRd / BusWB Read
| \ \ BusRdX / BusWRB Prwr Processor
Prwr/ | S g Write
BusRdX BusRd Bus Read
 BusRdX / --

PrRd / BusRd \ | BusRdX Bus Read
.~ A~ PrRd/-- Exclusive

I BusRd / -- Bus\WB Bus
\ Writeback

Eﬂ?@@ﬂﬂ %;‘é\#@ <10 >
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« Cache Coherence Protocol: MSI State Diagram

Proc Action P1 State P2 state P3state Bus Act Data from

1. P1 read x S -- -- BusRd Memory
2. P3 read x S -- S BusRd Memory
3. P3 write x I -~ M BusRdX Memory
4. P1read x S -- S BusRd P3’s cache
5. P2 read x S S S BusRd Memory
6. P2 write x I M | BusRdX Memory

i}

,EL',H*EEE %@#@ <11>
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« Cache Coherence Protocol: MESI invalidation protocol

« MSI requires two interconnect transactions for the common case of
reading an address, then writing to it
* Transaction 1: BusRd to move from | to S state
« Transaction 2: BusRdX to move from S to M state
* This inefficiency exists even if application has no sharing at all
« Solution: add additional state E ( “exclusive clean” )
* Line has not been modified, but only this cache has a copy of the line
* Decouples exclusivity from line ownership (line not dirty, so copy in
memory is valid copy of data)
« Upgrade from E to M does not require an bustransaction

BIEBEH FEHE <12>
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« Cache Coherence Protocol: MESI invalidation protocol

PrRd/--
Prr/ -

: BusRd/BusWE

PrWr/BusRdX
PrWr / BusRdX BusRdX/ BusWB
PrRd/BusRd PrRd/BusRd U BusRdX /- BusRdX/ -
(no other cache (another cache PrRd /- ' : :
asserts shared) asserts shared) BusRd/-- ' : '
,ELE,'*EEE %gﬁ:@ & <13>
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« Memory Wall

10000 -

1000

Processor

100 -

Performance

10

1 |
1985 1990 1995 2000 2005 2010

Source: Hennessy & Patterson, Computer Architecture: A Quantitative Approach, 4t" ed,

Today: 1 mem access = 500 arithmetic ops

How to reduce memory stalls for existing SW?
,ELE,'*EEE %gﬁ:@ <15>
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* HFAETREEY (Prefetch)

* Fetch memory ahead of time
« Targetscompulsory, capacity, & coherence misses

* Big challenges:
« knowing “what” to fetch
* Fetching useless info wastes valuable resources
« “when” to fetch it
* Fetching too early clutters storage
« Fetching too late defeats the purpose of “pre” -fetching

BIEBEH FEHE <16 >
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Branch ™ ™| |-cache
Predictor e e =
A rfrjﬁ1;p¢ﬂ1r| Decode Buffer v
Decode Memory
|-:5 5-:| i | El-i I ff:l Dispatch Buffer Reference
S—— Prediction
|__Dispatch ) ;
Reservation I

| | | Statioris
1] I"'l""'i""l II‘II

|
vV |
Data Cache I :
|

Main Memory I

Completion Buffer I il 1 i 5 e ...IE
- _Complete

Store Bu

<17 >

i}
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« Compiler/programmer places prefetch instructions
for (1=1; 1 <rows; |++)
« Requires ISA support
for (J = 1; J < columns; J++)
« Why not use regular loads?

{
« Foundin ISA" s such as SPARC V-9 prefetch(&x[1+1,J]);
« Prefetch into sum = sum + x[1,J];
* register (binding) }

« caches (non-binding): preferred in multiprocessors

i}

BIEBEH FEHE <18 >
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 What to prefetch?

* one block spatially ahead?

e use address predictors ->

work well for regular patterns (e.g., X, x+8, ...)

 When to prefetch?

* On every reference

* On every miss

« When prior prefetched data is referenced

« Upon last processor reference

 Where to put prefetched data?
« Buffers, caches

i}

BB/ FFaHE <19 >
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 Works well for I-cache
* Instruction fetching tend to access memory sequentially
 Doesn’t work very well for D-cache
* More irregular access pattern
« regular patterns may have non-unit stride (e.g. matrix code)
« Relatively easy to implement
« Large cache block size already have the effect of prefetching
 After loading one-cache line, start loading the next line automatically
if the line is not in cache and the bus is not busy
 What if you fetch at the wrong time ....

 Branches, etc...
BB/ FFaHE <20 >
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« Stride Prefetchers

 Access pattern for a particular static load is more predictable

Load Inst. Last Address Last Flags
. . Load ...........P..C..................... .........R...:ﬁ. ........... (.j-......... ........S.....-; .........................
Reference Prediction Table nst = o tag) | H eferenced I S tide |
(RPT) PC | L. RSN TR DA N

« Remember previously executed loads, their PC, the last address referenced, stride

between the last two references
 When executing a load, look up in RPT and compute the distance between the current
data addr and the last addr
« |If the new distance matches the old stride
= found a pattern, go ahead and prefetch “current addr+stride”
« Update “lastaddr” and “last stride” for next lookup

BIEBEH FEHE <21>
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« Correlation-Based Prefetchers

Consider the following history of Load addresses emitted by a processor
A,BCDCEACTFFEAABCDEABCD,C
After referencing a particular address (say A or E), are some addresses more

likely to be referenced next

<22 >

i}
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« Correlation-Based Prefetchers

CUNITIN »
£ @ N
S IIEY

PEKING UNIVERSITY

Load Data Addr Prefetch Confidence Prefetch Confidence
Load (tag) Candidate 1 . Candidate N
# llllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllllll
Data - -
Addr | .. R . R . R R

« Track the likely next addresses after seeing a particular addr.
« Prefetch accuracy is generally low so prefetch
up to N next addresses to increase coverage (but this wastes bandwidth)
« Prefetch accuracy can be improved by using longer history
« Decide which address to prefetch next by looking at the last K load addresses instead of
just the current one
* e.g. index with the XOR of the data addresses from the last K loads
« Using history of a couple loads can increase accuracy dramatically

* This technique can also be applied to just the load miss stream
BRREE FE5HE <23>
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Miss addresses are correlated

e Intuition: Miss sequences repeat
o Because code/data traversals repeat

Miss seq. |Q|W]A|B|C|D|E|R|---|T[A|B[C|D[E]Y
I f

e Temporal Address Correlation
o Prior evidence: [Joseph 97][Luk 99][Chilimbi 01][Lai 01]
o Contrast: temporal locality

stream = ordered address sequence

i}

,EL',H*EEE %@#@ <24 >
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« VM provides each process with the illusion of a large, private, uniform memory

« Part A: Protection
* each process sees a large, contiguous memory segment without holes
each process’s memory space is private, i.e. protected from access by other
processes
 Part B: Demand Paging
« capacity of secondary memory (swap space on disk)
 at the speed of primary memory (DRAM)
« Based on a common HW mechanism: address translation
* user process operates on “virtual” or “effective” addresses
 HW translates from virtual to physical on each reference
« controls which physical locations can be named by a process
 allows dynamic relocation of physical backing store (DRAM vs. HD)
VM HW and memory management policies controlled by the OS

,%ZFE\EEE %@#@ <26 >
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- Base and Bound Registers 5 Segmented Address Space

« segment == a base and bound pair
« segmented addressing gives each process multiple segments
* initially, separate code and data segments
« 2 sets of base-and-bound reg’ s for inst and data fetch
« allowed sharing code segments

Base « became more and more elaborate: code, data, stack, etc.
Bound « also (ab)used as a way for an ISA with a small EA space to
privileged control address a larger physical memory space
registers
physical mem. SEG # EA
segment tables
must be PA
1. privileged data |_,| segment Joo4< &
structures and table base ' -
2. private/unique & okay
to each process bound

i}

,EE*EEE %gﬁ:@ <27 >
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- Paged Address Space
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« Segmented addressing creates fragmentation problems
« a system may have plenty of unallocated memory locations
» they are useless if they do not form a contiguous region of a sufficient size
* In a Paged Memory System:
» PA space is divided into fixed size segments (e.g. 4kbyte), more commonly known as
"page frames”
 EAis interpreted as page number and page offset

Page No. Page Offset
page tables
must be '
1. privileged data /
structures and page > + PA
2. private/unique table page frame

to each process base &
okay?

i}

,EL',H*EEE %@#@ <28 >
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« Demand Paging

CUNITIN »
£ @ N
S IIEY

PEKING UNIVERSITY

 Main memory and Disk as automatically managed memory hierarchies levels
* in the analogous to cache vs. main memory
« Drastically different size and time scales =very different design decisions
« Early attempts von Neumann already described manual memory hierarchies
* Brookner’ s interpretive coding, 1960
« a software interpreter that managed paging between a 40kb main memory and
a 640Kb drum
« Atlas, 1962
« hardware demand paging between a 32-page (512 word/page) main memory
and 192 pages on drums
« user program believes it has 192 pages

BB/ FFaHE <29 >
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« Page-based Virtual Memory

Virtual address (64-bit)

| (12-bit)  Page offset
_ ) (1~10 GBytes)
Virtual Main memory pages
page .
number % Translation
Gzbn ¥ § | memory
© | (page table)
\r—( ~8-bytes) — g
Q
Physical o *
Page ] Il >
Number —
Physical address
(40-bit)
Where to hold this translation memory and
how much translation memory do we need? (10 ~ 100 GBytes)

i}

BIEEH FREHE
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 Hierarchical Page Table

10,bit  10:bit  12bit
4 Y W —\
| p1 | p2 | PO. |

effective address

privileged l p2j \
register p1
| I
o

Base of the Page Table of
Page Table of the page table
the page table
pages of the

page table

page in swap disk
page in main memory

- page does not exist data pages
Storage of overhead of translation should be proportional to

the size of physical memory and not the virtual address space

<31>
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« Translation Look-aside Buffer (TLB)
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« Essentially a cache of recent address translations Virtual address

 avoids going to the page table VPN ____I___' Page offset
on every reference Tag

« indexed by lower bits of VPN (virtual page #)
tag = unused bits of VPN + process ID / =
data = a page-table entry .
i.e. PPN (physical page #) and Index
access permission page

« status = valid dirty Physical page 1o offset
cache design choices (placement, replacement ( < Physical addross Y )

policy multi-level, etc) apply here too.

i}

,EL',H*EEE %@#@ <32>
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* Physically-Indexed Cache #1 Virtually-Indexed Cache

Virtual Page No. (VPN)

yrwal [ Tag_ ! Index Page Offset (PO)
(n=v+g bits) & v-k i k )
( TLB ) :
¢ v
Physical Phy Page No. (PPN) PO
Address Tag Index ' BO
(m=p+g bits)
&t * i b
( D-cache )

BIEEH FREHE

v

Data

Physically-Indexed Cache

» \) n
f,-. e 7 .
3o PEKING UNIVERSITY

Parallel Access to TLB and Cache arrays

Virtual Pg No. (VPN)

Virtual Pg No. (VPN)

Tag i Index

Page Offset Tag ' Index Page Offset

&v-k &k

( s

)

¢

' -=" Index ! ' BO

g TTIIeETTTTTTT _/I; i
—"’ b

% ( ~~D-cache

PPN

Y

1p

------------- E

% P Data
Hit/Miss

How large can a virtually indexed cache get?

Virtually-Indexed Cache

<33>
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« Large Virtually Indexed Cache
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Virtual Pg No. (VPN) Virtual Pg No. (VPN)
Tag | Index Page Offset Tag ; Index Page Offset
dvk  {« ) : Index ! BO

C 18 ) o BT
&p v ( D-cache )

T A e [ l

// PPN
p
% P Data
Hit/Miss

If two VPNSs differs in a, but both map to the
same PPN then there is an aliasing problem

i}

BIEBEH FEHE <34 >
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« Virtual Address Synonym (or Aliasing)
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« To Virtual pages that map to the sa
me physical page

» Within the same virtual address space Virtual Pg No. (VPN)
across address spaces Tag ! Index Page Offset
When VPN bits are used in indexing, two virtual I Index BO
addresses that map to the same physical address a & i { b
can end up sitting in two cache lines ( D-cache )
In other words, two copies of the same physical ip
memory location may exist in the cache PPN
= modification to one copy won'’t be visible in the PPN p Data
other won t be visible in the other from Hit/Miss

TLB

If the two VPNs do not differ in a then there is no aliasing problem
BIEEH FREHE <35>
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* Virtual Address Synonym (or Aliasing) Solutions

ei«"\“”f: »
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Limit cache size to page size times associativity

» get index from page offset Virtual Pg No. (VPN)
Search all sets in parallel Tag i Index | Page Offset

» 64K 4-way cache, 4K pages, search 4 sets (16 entries) e Index

- Slow! a &i I{b
)

Restrict page placement in OS ( D-cache
» make sure index(VA) = index(PA) i P l
Eliminate by OS convention PPN
» single virtual space fProPrﬂ P Data
. : Hit/Miss
- restrictive sharing model TLB

i}

,EL',H*EEE %@#@ <36 >
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- Data-level parallelism (DLP)

Clock rate and IPC are at odds with each other
n Pipelining
. Fast clock
~ Increased hazards lower IPC

» Wide issue
. Higher IPC
- N? bypassing slows down clock

Can we get both fast clock and wide issue?
n Yes, but with a parallelism model less general than ILP

Data-level parallelism (DLP)
n Single operation repeated on multiple data elements
n Less general than ILP: parallel insns are same operation

,EL',H*EEE %@#@ <38 >
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- Data-level parallelism (DLP)

for (I = 0; I < 100; I++)
Z[1I] = A*X[I] + Y[I];

LO: 1df X(r1),f1 // 1 is in rl
mulf 0O, f1,f2 // A is in 0O

1df Y(rl1),f3
addf f2,f3,f4
stf f4,7Z(r1)
addi r1.,4,r1
blti r1,400,L0

One example of DLP: inner loop-level parallelism
s Iterations can be performed in parallel

<39>

i}
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 Exploiting DLP With Vectors

regfile |e

V-regfile |e

One way to exploit DLP: vectors
» Extend processor with vector “data type”

» Vector: array of MVL 32-bit FP numbers
- Maximum vector length (MVL): typically 8-64

» Vector register file: 8-16 vector registers (vO—v15)

i}

BIEEH FREHE
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1df X(rl1) ,f1
mulf fO,f1,f2
1df Y(rl) ,f3
addf f2,f3,f4
stf f4,7Z(r1)

Tdf X(r1),.f1

mulf fO,f1,f2

1df Y(rl),f3

addf 2,13, f4

stf f4,7Z(rl)

1df X(r1),f1
mulf fO,f1,f2
1df Y(rl) ,f3
addf f2,f3,f4
stf f4,7Z(r1)

Tdf X(r1),fl

mulf fO,f1,f2

1df Y(rl),f3
addf f2,f3,f4
stf f4,Z(rl)

addi r1.,4,r1

addi r1.,4,r1

addi r1,4,r1

addi r1.4,r1

bItTi 11, ,

Pack loop body into vector insns
a Horizontal packing changes execution order

mulf.vs vl,f0,v2
1df.v Y(rl) ,v3
addf .vv v2,v3,v4
stf.v v4,Z(rl)
addi r1,76,rl
bIti r1,400,0

Aggregate loop control
» Add increment immediates

i}

,EL',H*EEE %@#@ <41 >
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« MIPS-V Instructions

Vector-vector instructions
s operate on two vectors
s produce a third vector
o addv vl, v2, v3

|d/st vector with stride
s vectors are not always contiguous in memory
» add non-unit stride on each access

Vector-scalar instructions 5 lvws [r1,r2], v1 sv[1] = M[r1+1*r2]
n operate on one vector and one scalar s svws vl, [r]l, r2] s M[r1+1*r2] = v[l]
o addv vl, fO, v3

Vector |d/st instructions |d/st indexed
o Id/st a vector from memory into a vector register - indirect accesses through an index vector
» operates on contiguous addresses o lvws [r1,v2], vl ; V] = M[r1+v2[l]]
s Iv [r1], v1 sv[l] = M[r1+] a svws vl, [r1, v2] ; M[r1+v2[l]] = v[l]
s svvl, [rl] s M[r1+1] = v[l]

BB/ FFaHE <42 >
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« MIPS-V Instructions

CUNIN »
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DAXPY: double-precisiona * x +y

for (I=1; I1<=64;|++)
y[I] = a*x[l]+y[l]

VLR 64

ld [a], fO

v [rx], vl

multv v1, f0O, v2 6 instructions total as compared to
v [ry], v3 600 MIPS instructions!
addvv2, v3, v4

sv v4,[ry]

i}

,ELE,'*EEE %gﬁ:@ <43 >
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« Bus-based Multi-core #1 Network-on-chip: Chip Multiprocessor (CMP)

CPU(S) | | CPU(S) | | CPU(S) | | CPU(S)
Mem|R| [Mem|R| |[Mem|R]| |[Mem|R

—

« Shared network: e.g., bus
« Low latency
« Low bandwidth: doesn’ t scale
beyond ~16 processors
« Shared property simplifies cach
e coherence protocols (later)

i}

BIEEH FREHE
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CPU(S) CPU(S)
Mem| R RMem
Mem| R RMem
CPU(S) CPU(S)
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Point-to-point network: e.g., mesh or ring
« Longer latency: may need multiple “hops”

to communicate

« Higher bandwidth: scales to 1000s of

processors

« Cache coherence protocols are complex

<44 >
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« Network-on-chip: Chip Multiprocessor (CMP)
.

H—
PE PE PE PE
H—a L]
PE PE PE PE
H—a—a
PE PE PE PE
Router Arbiter
a—a—Aa
PE PE PE PE

==F3
Y

m

C

SEH REHE

Mesh Topology

[

A

—

i

ap

i

E |

2-D torus topology

NEFTES
I50%

PEKING UNIVERSITY

Octagon topology

i : Irregular or ad hoc network
g}mﬂ Eﬁj; topologies

<45 >
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« Network-on-chip: Chip Multiprocessor (CMP)

Switching strategies

« Determine how data flows through routers in the network

 Define granularity of data transfer and applied switching
technique

« phit is a unit of data that is transferred on a link in a single cycle
« typically, phit size = flit size

Packet
i Header
Head flit Body flit Body flit  Tail flit

Flit |

Message

Phit Phit Phit
BEBH &5HE <46 >
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« Network-on-chip: Chip Multiprocessor (CMP)
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« Static and dynamic routing
- static routing: fixed paths are used to transfer data between a particular source and destination
« does not take into account current state of the network
« advantages of static routing:

« easy to implement, since very little additional router logic is required
« in-order packet delivery if single path is used

- dynamic routing: routing decisions are made according to the current state of the network

« considering factors such as availability and load on links

« path between source and destination may change over time

« as traffic conditions and requirements of the application change
« more resources needed to monitor state of the network and dynamically change routing paths
« able to better distribute traffic in a network

BIEBEH FEHE <47 >
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- Static Routing Tables

Di j kstraodos al

A~

A net topology, link costs
known to all nodes

Iaccompl i she
state broad:¢

I all nodes have same info

A computes least cost paths
from one node
all other nodes

I gives routing table for
that node

iterative: after k iterations,
know least cost path to k
dest. 0 s

>
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« Dynamic Routing
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* Instruction Issue

Time

v

Time >

Scalar Pipeline

Time

Limited utilization when only running one thread

Superscalar leads to more performance, but lower utilization
,EL\E,'\fE\EEiH %gﬁ:@ <50>
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 Fine Grained Multithreading (FGMT)
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« FGMT
s (Many) more threads
» Multiple threads in pipeline at once

Time

>

Saturated workload -> Lots of threads

Unsaturated workload -> Lots of stalls

thread scheduler

Intra-thread dependencies still limit performance

F 3

Many threads — many register files

i}
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« Simultaneous Multithreading (SMT)

« Can we multithread an out-of-order machine?
» Don’t want to give up performance benefits
» Don’t want to give up natural tolerance of DS (L1) miss latency

Time

Maximum utilization of function units by independent operations

. « Simultaneous multithreading (SMT)

. . Tolerates all latencies (e.g., L2 misses, mispredicted branches)
. Sacrifices some single thread performance

» Thread scheduling policy

L
.... > Round-robin (just like FGMT)

s Pipeline partitioning
. Dynamic, hmmm...
s Example: Pentium4 (hyper-threading): 5-way issue, 2 threads

s Another example: Alpha 21464: 8-way issue, 4 threads (canceled)

i}
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Simultaneous Multithreadina (SMT)

map table

> ————

regfile
> - |
« SMT

o Replicate map table, share physical register file

0

thread scheduler map tables

-

 Large map table and physical register file
o #mt-entries = (#threads * #arch-regs)

i}

BER F5HE » #phys-regs = (#threads * #arch-regs) + #in-flight insns
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« Simultaneous Multithreading (SMT) Pipeline

Fetch Decod Queue Reg Execut  Dcach Reg Retire
e/Map Read e e/Stor Write
e
Buffer

-l ‘-.—I :
P P

Regs

Regs
Dcache

F¥y

- Thread- >
blind

§

Dcache Regs

(D »
7S e 30
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SMT Changes

Basic pipeline — unchanged

Replicated resources
s Program counters
s Register maps

Shared resources
- Register file (size increased)
s Instruction queue
5 First and second level caches
s Translation buffers
s Branch predictor
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« Simultaneous Multithreading (SMT) vs Chip Multiprocessor (CMP)

o If you wanted to run multiple threads would you build a...
o Chip multiprocessor (CMP): multiple separate pipelines?
s A multithreaded processor (SMT): a single larger pipeline?

- Both will get you throughput on multiple threads
» CMP will be simpler, possibly faster clock

o SMT will get you better performance (IPC) on a single thread
- SMT is basically an ILP engine that converts TLP to ILP
> CMP is mainly a TLP engine

« Again, do both
» Sun’s Niagara (UltraSPARC T1)
1 8 processors, each with 4-threads (coarse-grained threading)
s 1Ghz clock, in-order, short pipeline (6 stages or so)
» Designed for power-efficient “throughput computing”

i}
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