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Quantization
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xq = clamp (round( ) + Z; Qmins Qmax) (1)

Hrh clamp REBIEXIAT:

a, ifx<a
clamp(x;a,b) = {x, ifa <x<b 2
b, ifx>b
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FESRKBENHRD A, BNEANHREL, iFz=0 23 1770ELKA

Xq = clamp (Tound (g) ; Qmin' Qmax) (3)
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/HEPQmax: Qmmﬁ%”%%'ﬂdﬁE’ﬂ%k{E%D%/Jqﬁo LESWALFEN, Qmin = _2N—1‘ Qmax =
2N-1_ 1,

ALEFENHEMNELMEHTEN, EREFURIIESEITRE AERE. %
BRE, ZMETMUAMNTARERER:

Yy =XxwT (5)

HAPXRTEE WRANE. E24N, RMNTMUURBENXWBHE—MEREF, 7
A per-tensor 24k, EXFMENENEUTRSTREANENIRE. TUBNEHAEH
NEMNEXHTR, BIXNXNEG—THEWHNES—INTESHREF, W0E 2 . FIEX
ThEMA TR AR ECED per-token 2 INRXIINER] per-channel 1k, ALL X
X HELTTR .
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Sparsity

MBLFERE (Sparse Matrix) EISAIBATEATHERE. h T HENGFHRESITERE, &
RGBT AEEFHEEMA LR, MEXAEMFENFEERNXEFHESTTE. BF
N B PN R E Coordinate list (COO), Compressed Sparse Row (CSR), Compressed
Sparse Column (CSC), Block sparse row (BSR). Z<S255 A9 #5165 %5 % % B BSR 48T, = [ block
HEBENFHIESTR, EEREXTIUSETIIGEE: https//quansight.com/post/pytorch-2-



https://quansight.com/post/pytorch-2-1-quansights-improvements-to-bsr-sparse-matrix-multiplication/

1-quansights-improvements-to-bsr-sparse-matrix-multiplication/
EHITHEEGETOEZER, Bk H 0 AESA 0 89 block MIARIRITEMNEMN. R
& CUDA 1RftfY cUSPARSE X #FMERAEMESE, (ER X #F fp32, AxHF fpl6 #EAYEIN
A It A FE R ISLI— %3 fpl6 BRI sparse MM kernel.

Triton

Triton 22— OpenAl AAMNSMREZIREBSHE, EXEfL GPU MEMEE
XiZEZNRES ., Triton FEMRARMIRIMEBEATEARN T CUDA RBENERL
T, REHESHEY GPU kernel, LREFZIERMYIGAEIE, BXAELL Python AY
B, BRENEBENSENLLN GPU KD, B BaBRFHFTITE, Triton FRAR
RBBZRSITERNR ., AXLRFTERFNTHENMIERET kernel (WBA8, WAALG) U K 7
Ei B [E 3k kernel.

LA triton fRAA 2.1.0, BEZT9] IURIE triton B Y tutorial H—HF 3, TEIEMRHE
/ matrix multiplication B9%84>, fE4EAY kernel SEEARE 7L B R FAIE 2.
https://triton-lang.org/main/getting -started/tutorials/index.html

W8A8 MM

KMNELEXEFT QuantizedLinear w8a8 XMk, X NKRFELMETH 7 NINEWE
1k, BE| INT8 FH qweight, IXRNEXS N AIZERE F weight scale. RS, 7E forward
REFBATB TR T N TREBHMEFHITE, 527 input_scale,

BEEFMTAH WBAB_MM kernel, ERZIMHIANZ: FP16 RAVEUE, qweight I E,
input_scale, weight_scale.

RR: 7E kernel NIZSEA="TR1E: 1.3F FP16 activation #7214k, 2.XEEHY activation
0 weight HITEEEMERE, 3. dequantize, L EIE 2 BEIMLERELL activation F1
weight & HH scale 52| RAMNLE

W4A16 MM

BINELEXTFT Quantlinear_w4al6 XK, EXANEFHELMICIENEZ/LE] INTS,
FEBRE—FIFHA 8 /™ INT4 FIINEFITEE|—™ INT32 FR-HIEH, BEF qweight, FA1E


https://quansight.com/post/pytorch-2-1-quansights-improvements-to-bsr-sparse-matrix-multiplication/
https://triton-lang.org/main/getting-started/tutorials/index.html

BEITNENNHBEF scales N E, ER— M KEFTNEREWIHNIIEE.
FERBZMEN WAA16_ MM kernel, ERAZIAMIARZ: FP16 FRxAIHE, qweight, scales.
BoR TEXAS kernel H, BAEEZEIE weight M INT32 FRREY qweight unpack H3k, &
dequantize (BRI R BIFEIHE T), SA/55 FP 16 £9 activation H3€. ¥ & unpack AYRT
EARREEEM (weight >> 4) & OxF, AAXHEFINERZELASEH CEEZ 0~15), M
BNBEMNEEHSH ind GEERZ-8~7)

Sparse MM

ALK EEELIMAZ dense = dense x sparse (DDSAEFEFE, EH A Sparse matrix & BSR 1&
RRTH. BINEZTSEXTFT Sparselinear XNk, BEEZ{]5EH DDS_MM kernel,
EARMNEAR fpl6 dense activation X% BSR #XFR = weight. XEFHKIFE weight
HOZE 2 (1024, 1024] FBEREFI52E BSR #3H block size 2 32 9 DDS_MM kernel



